
CS 594 Modern Reinforcement Learning

Lecture 6: Function Approximation



Neurons



Invention of artificial neural networks*

4

“In 1943, neurophysiologist Warren McCulloch and mathematician Walter Pitts wrote 

a paper on how neurons might work … modeled a simple neural network using 

electrical circuits.” https://cs.stanford.edu/people/eroberts/courses/soco/projects/neural-networks/History/history1.html

Warren McCulloch UIC College of Medicine;   Walter Pitts  University 

of Chicago

https://cs.stanford.edu/people/eroberts/courses/soco/projects/neural-networks/History/history1.html


Neurons

A rectified linear unit “ReLU”

Figure: Goodfellow, Bengio and Courville



Neural Networks



Forward Pass



Forward Pass

Figure: Goodfellow, Bengio and Courville



Training a Neuron

argmin
𝑤1,…,𝑤𝑛



𝑥,𝑦 ∈𝐷𝑎𝑡𝑎

𝐿(𝑦, 𝑓 𝑥 )



Gradient Descent

▪ argmin𝑤1,…,𝑤𝑛
σ 𝑥,𝑦 ∈𝐷𝑎𝑡𝑎 𝐿(𝑦, 𝑓 𝑥 )

▪ ∇wσ 𝑥,𝑦 ∈𝐷𝑎𝑡𝑎 𝐿(𝑦, 𝑓 𝑥 ) = σ 𝑥,𝑦 ∈𝐷𝑎𝑡𝑎 ∇w𝐿(𝑦, 𝑓 𝑥 )

▪ = σ 𝑥,𝑦 ∈𝐷𝑎𝑡𝑎 𝜕𝑓(𝑥)[𝐿(𝑦, 𝑓 𝑥 )]∇𝑤𝑓(𝑥)

▪ 𝑤 = 𝑤 − 𝛼σ 𝑥,𝑦 ∈𝐷𝑎𝑡𝑎 𝜕𝑓(𝑥)[𝐿(𝑦, 𝑓 𝑥 )]∇𝑤𝑓(𝑥)

▪ Stochastic: 𝑤 = 𝑤 − 𝛼𝜕𝑓 𝑥 [𝐿(𝑦, 𝑓 𝑥 )]∇𝑤𝑓(𝑥)

▪ In practice use a “minibatch” and more complex updates (e.g. use ADAM)



Chain Rule

▪ ∇𝑤𝐿 𝑦, 𝑓 𝑥 = 𝜕𝑓 𝑥 [𝐿(𝑦, 𝑓 𝑥 )]∇𝑤𝑓(𝑥)

▪ Suppose we have a single input at each layer
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𝜕𝑤 Figure: Goodfellow, Bengio and Courville



Backward Pass

Figure: Goodfellow, Bengio and Courville



Vanishing and Exploding Gradients

▪ Consider the gradient for a really deep network

▪
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▪ What might go wrong?

▪ Possible Solutions:

▪ Add “skip” connections deeper into network (ResNets)

▪ ReLU

▪ Normalization / Regularization

▪ Clipping



Neural Networks for RL



Convolutional Neural Networks



Recurrent Neural Networks



A Bad Example

w 2w



RL Challenge 1: Deadly Triad

▪ Function Approximation

▪ TD-Methods

▪ Off Policy Training



RL Challenge 2: Semi-Gradient

▪ 𝑉𝐸 𝑊 = σ𝑠 𝜇 𝑠 𝑟𝑡+1 + 𝛾 ො𝑣 𝑠′, 𝑤 − ො𝑣 𝑠, 𝑤 2

▪ ∇𝑉𝐸 𝑊 = σ𝑠 𝜇 𝑠 2 𝑟𝑡+1 + 𝛾 ො𝑣 𝑠′, 𝑤 − ො𝑣 𝑠, 𝑤 [−∇ො𝑣 𝑠, 𝑤 ]



RL Challenge 3: Correlated Data

▪ 𝑠1, 𝑎1, 𝑟2, 𝑠2, 𝑎2, 𝑟3, 𝑠3, 𝑎3, …



RL Challenge 4: Moving Target

▪ 𝑉𝐸 𝑊 = σ𝑠 𝜇 𝑠 𝑟𝑡+1 + 𝛾 ො𝑣 𝑠′, 𝑤 − ො𝑣 𝑠, 𝑤 2

▪ 𝛿𝑡 = 𝑟 + 𝛾 ො𝑣(𝑠′, 𝑤) − ො𝑣(𝑠, 𝑤)



Summary

▪ Deep Neural Networks

▪ Approximate complex functions

▪ Updates are just chain rule

▪ Choose structure based on domain features

▪ Challenges

▪ Standard training issues for DNNs

▪ RL-specific problems

▪ Monday: DQN


